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Searching for programs by genetic programming has been successfully applied to many areas. However, the vast and rugged
fitness landscape of searching programs often limits the further improvement of genetic programming. It takes a significant
amount of time for genetic programming to traverse the huge search space and escape from local optima. To improve the
learning effectiveness and efficiency of genetic programming, this paper explicitly compresses fitness landscapes. Specifically,
we prioritize the primitives of genetic programming by a fitness landscape optimization method and maintain a dynamic
and limited set of useful primitives that form the compressed landscape. We implement the new method with linear genetic
programming. We verify the new genetic programming method on two types of problems, including symbolic regression
and dynamic combinatorial optimization problems. Our results show that the propoesed method has a very competitive
learning performance with state-of-the-art methods, with a very promising training efficiency for both supervised and
learn-to-optimize tasks. We further analyze and visualize example compressed landscapes, verifying the effectiveness of the
proposed landscape compression method.

CCS Concepts: « Computing methodologies — Discrete space search.

Additional Key Words and Phrases: Genetic Programming, Fitness Landscape, Symbolic Regression, Learn-to-optimize,
Dynamic Job Shop Scheduling.

1 Introduction

Genetic programming (GP) is a meta-heuristic method that is used to search for computer programs, such as
mathematic expressions and decision rules [De Franca et al. 2025; Koza 1995]. GP stochastically searches for
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computer programs and explores new solutions based on genetic operators. Compared with other computer
program search methods, GP has the advantages of variable solution size, easy integration of domain knowledge,
and producing compact and interpretable solutions. GP helps humans explore unknown models and design
functions based on customized primitives, which is very useful for a wide range of applications such as chip
design [Shi et al. 2024], decision rule design [Zhang et al. 2024], and interpreting machine learning models [Mei
et al. 2023].

All possible computer programs, together with their neighborhood structure and objective values, consist
of a fitness landscape (FL) for GP methods. FL is a widely adopted concept in optimization that comes from
evolutionary biology. It comprises a search space (all possible solutions), a neighborhood structure, and a fitness
function (i.e., objective function). Searching for computer programs is essentially to wander along the FL to find
the best-fit solutions. However, because of the exponentially increasing number of possible solutions and the
diverse physical meanings of GP primitives, the FL of a GP method is usually vast, irregular, and highly rugged,
which limits further improvement of GP.

To efficiently search for effective solutions, we look forward to retaining effective symbols, which are likely
to form optimal solutions, in a smaller search space. We call this process of retaining important parts of fitness
landscapes as fitness landscape compression.

Compressing the FL for GP is non-trivial and substantially different from the compression in numerical search
spaces (e.g., dimensional reduction). First of all, the ultimate goal of compressing fitness landscapes for GP is
to reduce the search space as much as possible while keeping the (near) optimal solutions in the compressed
search space. It is essentially a lossy compression. This compares to dimension reduction in numerical search
spaces, which reduces dimensions as much as possible while retaining as much information of the original
space as possible. Second, the FL of GP is discrete and irregular because of the symbolic nature of its elements
and the complicated neighborhood structure, while numerical search spaces are usually continuous and have
straightforward neighborhood structures (e.g., Euclidean distance).

There have been some related GP studies on this topic. For example, feature selection for GP tries to highlight
certain search regions based on the heuristic methods (e.g., permutation importance and primitive frequency)
[Chen et al. 2017; Zhang et al. 2021a]. Grammar-guided GP adds constraints to reduce the search space by grammar
rules [Fonseca and Pocas 2023; Huang et al. 2024b]. However, these methods are not explicitly designed for
compressing FLs. They often fail to compress fitness landscapes efficiently and require a lot of domain knowledge
in designing grammar rules.Some other GP methods are coming with similar ideas of compressing symbols,
such as automatically defined functions [Koza 1994] and encapsulating program outputs into an input terminal
[Reyes Fernandez De Bulnes et al. 2024]. However, they did not compress the fitness landscape but expanded the
primitive set with the newly compressed symbol.

This paper proposes a fitness landscape compression (FLC) method for GP with three main steps. First, we
integrate multiple low-level primitives into one higher-level primitive. Second, we optimize the neighborhood
structure of fitness landscapes to prioritize the most likely useful primitives and to form a smooth landscape. Third,
we reduce less promising primitives to compress landscapes. We implement a new GP method based on FLC.
Specifically, this paper focuses on linear genetic programming (LGP) [Brameier and Banzhaf 2007] as it is easy for
LGP to define its fitness landscape. We denote LGP with fitness landscape compression as Landscape-Compressed
Linear Genetic Programming (LCLGP). This paper is an extension from the existing work of fitness landscape
optimization [Huang et al. 2025].

This paper has three main contributions.

(1) We explicitly address the FLC for LGP methods. The compressed FL helps LGP focus on a reduced
and higher-level search space and improves LGP search effectiveness and efficiency. The compressed
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landscape also provides a potential perspective to automatically reduce the search space and a more
concise perspective for analyzing FLs than the entire landscape.
(2) We verify the effective compression of FLs via three hypotheses. The verification of the three hypotheses
shows that the proposed method successfully compresses the FLs and aggregates effective primitives.
(3) The applications on both supervised learning and learn-to-optimize tasks (e.g., symbolic regression and
dynamic combinatorial optimization problems) shows that compressed FLs significantly improve LGP
performance and save substantial training time.

2 Preliminary
2.1 Fitness Landscapes of Searching for Computer Programs

Searching for computer programs is an abstract problem, encompassing a wide range of applications, such as
symbolic regression, program synthesis, and decision rule designs. It is expressed as an optimization problem to
find the best computer program p*:

p" = argmin f(p),
pEP

where p is a computer program from a search space P, and f(:) : 2 +— R is a fitness function of a specific task.
In this paper, we focus on minimization problems. P is composed of a set-of given primitives J = {0} and their
grammar rules 7, ie, P ={J,T ¥ where L is the maximum number of primitives in p. All the possible p are
combinations of g, i.e., p = [0} ° 0] _1 ... ° 07 ], and » denotes the combination based on the grammar rules 7.
When we synthesize single-output mapping functions, p is expressed as a function p(-) : R™ — R where m is
the number of input features.

Seach methods explore P based on the neighborhood structure v(-). V(2P| p) defines which solutions in 7 are
accessible from a given solution p. Particularly, in GP,v.is usually equivalent to genetic operators because of the
symbolic nature of GP elements. In this paper, we assume that all solutions in /P are accessible to each other via
the neighborhood structure through one or multiple steps. The search space P, the neighborhood structure v, and
the fitness function f define the fitness landscape £ of a computer program search problem, i.e., £ = {f, P, v}.
Note that FL is different from loss surfaces, which is another similar term in machine learning community. An FL
focuses on analyzing the entire search space, while a loss surface mainly describes the performance improvement
of a machine learning model during training.

Improving the search effectiveness of GP can be formalized as minimizing the fitness expectation of sampling
p through a search method @in £ (for minimization problems):

min E ~ 0(L)]. 1

in Lf(p)lp ~ 6(L)] ¢
In this work, we primarily improve the search effectiveness by manipulating £, rather than refining search
methods 0 (e.g., adjusting operator rates, step size, or primitive sampling distribution). We construct a compressed
£ from the problem-defined one, and apply the same search method in it.

2.2 Linear Genetic Programming

LGP [Brameier and Banzhaf 2007] is a popular GP variant with a linear representation. Specifically, each LGP
individual is a variable-length sequence of register-based instructions. An LGP individual represents a computer
program by sequentially executing its instructions with output of the final result from defined output registers. Fig.
1 shows an example LGP program. The linear representation leads to genetic operators different from tree-based
structures, such as linear crossover, macro and micro mutation. Nowadays, LGP has shown its theoretical and
practical superiority over a wide range of applications, such as multiclass classification [Downey et al. 2010],
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LGP individual Mathematic
formula
R[0] =x; X Xy

R[1]=R[0] + x, | 5 fXa Xy)=(XoX1 + Xof
RI0] = R[1| XRI1]

Fig. 1. An example LGP individual with three instructions.

mechanical control [Passaggia et al. 2022; Praczyk and Szymkowiak 2023], dynamic combinatorial optimization
[Huang et al. 2024a,b], and search space and landscape analysis [Hu and Banzhaf 2018; Hu et al. 2013, 2011].
The linear representation has three advantages in studying the fitness landscape of GP. First, an LGP individual
can be easily transformed into a numerical vector if we treat each instruction as a symbol and give each symbol
an index. This facilitates our modeling on FLs. Second, defining the neighborhood structure of LGP individuals is
straightforward based on the instruction editing distance, e.g., adding or removing one instructions. Third, LGP
instructions are flexible to represent higher-level symbols by including multiple functions within one instruction.

2.3 Related Work

2.3.1 Fitness Landscape in GP. The FL is an important perspective for understanding GP search. A smoother
FL with fewer local optima implies an easier search. Most existing studies on FL in GP focus on analyzing the
hardness of the FL. For example, Vanneschi et al. [Vanneschi 2004; Vanneschi and Tomassini 2003; Vanneschi
et al. 2003] and Cori¢ et al. [Cori¢ et al. 2021] thoroughly examined using fitness distance correlation to analyze
the problem difficulty in GP. The fitness distance correlation estimates the correlation between the distance and
the fitness difference from the global optimum, in which a larger correlation implies an easier FL [Jones and
Forrest 1995]. Vanneschi et al. [Vanneschi et al. 2004, 2006] further proposed to use a negative scope coefficient
to measure the difficulty of GP search. The negative scope coefficient measures how likely GP moves from a
good solution to a poor one, also known as bad evolvability. In addition, local optima network [Durasevic et al.
2020; He and Neri 2023], random-walk sampling methods [Kinnear 1994; Slany and Sekanina 2007], and other
LGP-based FL analyses [Hu and Banzhaf 2018; Hu et al. 2013, 2011, 2012] have been used in existing GP studies.
However, only few studies tried manipulating FLs in GP to simplify the search.

2.3.2  FL Manipulation Methods. The goal of compressing FLs is to minimize the size of the search space 7
while maximizing the likelihood that the reduced space contains the solution(s) with (near) optimal fitness. Some
similar ideas can be seen in numerical optimization studies. For example, Nobile et al. [Nobile et al. 2019] and
Papetti et al. [Papetti et al. 2021, 2023] proposed to use dilation functions to transform the original search space.
The dilation function smoothes FLs by expanding promising search regions and shrinking the search regions
with poor fitness. Lyu et al. [Lyu et al. 2021] proposed a neural-network-based surrogate model to smooth the
local optima and disclose the global trend on FL. However, existing methods for numerical optimization require a
lot of problem-specific knowledge in designing smoother FLs and are hard to extend to computer program search
problems.

Some existing GP studies intrinsically show an idea of manipulating FLs, but not compressing FLs. Evolving
automatically defined functions (ADFs) is a typical method for manipulating FLs [Fernandes et al. 2023; Koza 1994;
Ma et al. 2025]. By constructing higher-level functions, GP with ADFs replaces these useful higher-level functions
(i-e., building blocks) with a symbol, saving GP search effort in re-constructing these building blocks. However,
rather than reducing the search space, GP methods with ADFs often expand the search space because they
simply include ADFs as additional primitives in the primitive set. Expanding the search space might reduce the
probability of finding effective solutions. Similar to ADFs, other modular GP methods can be treated as a related
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method that manipulates FLs by decomposing the original search space into smaller ones [Rodriguez-Coayahuitl
et al. 2025]. However, the search space decomposition might be dependent on the domain knowledge and is
fixed during GP search. In addition to ADFs and modular GPs, existing studies also improve primitive sets by
empirically testing possible functions [Nicolau and Agapitos 2021; Wang and Soule 2004] or by transfer learning
from other related problems [Helmuth et al. 2020; Mufioz et al. 2020]. Although these improvement methods can
identify and construct effective primitives for GP in certain problems, they are often specific to certain domains
and rely on careful manual designs.

Multitask and multiform optimization are emerging topics that harnesses similar FLs to enhance search
performance [Huang et al. 2024a; Jiao et al. 2023, 2024; Zhang et al. 2025; Zhong et al. 2025]. However, selecting
and constructing these similar FLs for unseen problems are non-trivial and problem-specific. Searching in those
related but not necessarily the same FLs might waster computation resources as well.

Grammar-guided GP and strongly typed GP are special GP variants that reduces the search space based on
grammar rules or data types given beforehand [Fonseca and Pocas 2023; Huang et al. 2024b; Whigham 1995].
However, manually reducing the search space is not flexible and ineffective in many cases because designing
grammar rules and data types requires a lot of expertise and human labor.

Recently, Huang et al. [Huang et al. 2025] proposed a fitness landscape optimization (FLO) method that auto-
matically reduces local optima. The main idea of FLO is to index LGP instructions and optimize the neighborhood
of LGP solutions by changing the instruction indices. The local optima on an FL would be reduced by aggregating
good solutions and separating good and poor solutions. It has shown superior performance in reducing the
hardness of FLs over frequency-based methods and some advanced methods.

In this paper, we substantially extend FLO to FL compression from three aspects:

(1) We construct a dynamic set of higher-level instructions based on the idea of modular GP during evolution.
By contrast, the set of instructions of FLO is static and has'to enumerate all possible instructions, which
is very time-consuming and infeasible for high-dimensional problems.

(2) We updated the landscape optimization objectives and their gradient based on the dynamic set of instruc-
tions. Furthermore, we added a new landscape optimization objective, the L2-norm of instruction indices
of good solutions, to encourage the indices of effective solutions to gather around the origin. Thereby, we
can apply OAM to efficiently traverse the landscape.

(3) We perform a more comprehensive verification on the proposed method than FLO, especially in high-
dimensional problems, benefit from the much more efficient training than FLO.

2.3.3 Differences From Designing Better Search Methods. To clarify the newly proposed fitness landscape com-
pression, we discuss the difference between FLC (i.e., optimizing £ in Eq. (1)) and designing better search
methods (i.e., improving 6(:£)). The key difference is that FLC reduces the set of neighbor solutions, while a
search method decides how to sample from the set of neighbor solutions within limited resources. Regarding that
the neighborhood structures in GP studies are usually equivalent to the genetic operators, the set of solutions
produced by the search method given a specific solution will end up with the set of neighbor solutions with
infinite resources. The following are three representative search methods for improving GP effectiveness.

Highlighting useful primitives based on their frequency in GP population is a simple but effective search
method [Al-Helali et al. 2021; Huang et al. 2020; Zhang et al. 2021b]. These studies assume that a primitive with
high frequency is useful. They improve GP effectiveness by adjusting the feature distribution when sampling
new solutions.

Semantic GP is an effective search method based on the behaviors (i.e., input-output maps) of primitives
[Huang et al. 2022a; Moraglio et al. 2012; Vanneschi et al. 2025]. Semantic GP prefers neighbor solutions with a
smaller semantic gap to a desired semantics. Although semantic GP, such as geometric semantic GP [Moraglio
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et al. 2012], theoretically shows that the fitness landscape over the semantic space is a cone-like landscape, they
do not manipulate the actual search space and cannot guarantee a program with the specific semantics in practice.

Archive-based GP is a common search method to enhance population diversity [Hong et al. 2024; Xu et al.
2021]. Archive-based GP remembers elite individuals from previous generations through an archive. Unlike
reducing search spaces to retain promising symbols, archive-based GP provides more diverse search directions
for each move, particularly for recombination operators.

3 Fitness Landscape Compression and Exploitation

3.1 Main Idea
Based on Eq. (1), fitness landscape compression is essentially minimizing the fitness expectation by optimizing
P
the search space P. We optimize the search space by improving the sampling probability ( %) of solutions
0
with good fitness, as shown in Eq. (2).
1Pacsonll
min E[ f(p)|p ~ 6(L)] = min (P Pr(f(p)) = min P =7 @
R 6(£) 2 / APV [Pl

p~0(£) ’ Po o)

where P indicates the set of solutions sampled by 6, P #(p)) indicates the solution set with the fitness of f(p)
sampled through the search method 6, and || - || indicates the cardinality of a solution set. Specifically, we fix the f
and vin £ and optimize 7 by 1) increasing [|Pg ¢(,)|l by including more effective high-level symbols into the
symbol set J and 2) reducing ||P4|| by reducing ||7||. Thus, compressing FL is essentially an optimization on J. To
simplify our optimization, we do not consecutively reduce ||7|| over generations, but set a fixed maximum size K
of 7 and include as many effective symbols as possible.

Fig. 2 shows the schematic diagram of FLC. There are three main steps in optimizing J. We first collect effective
symbols from our sampled solutions and add them into J. J includes the symbols and their corresponding indices.
The indices essentially define the FL. Second; we prioritize symbols by optimizing their indices. Third, we remove
less effective symbols from J until ||7]| < K. We expect that the compressed FL formed by the updated J’ is small
and covers the (near) optimal solutions. Therefore, searching for effective solutions on the compressed FL is more
efficient than on the raw search space. By optimizing the compressed FL, we improve the proportion of better
solutions in P and thus minimize the fitness expectation.

Notably, the compressed FL might be deceptive and might not include the right solutions, especially at the
early stage of the evolution. To overcome the deceptive FL, we still produce offspring by basic mutation operators,
which help explore unknown solutions from the entire search space. We also update the FL periodically to keep
the effective instructions up-to-date.

3.2 Evolutionary Framework

We propose a new LGP method based on fitness landscape compression, denoted as LCLGP!. Specifically, we treat
each LGP instruction as a symbol and J as an instruction set. Each instruction has an index indicating its location
on the FL. An LGP solution is equivalent to an index vector by converting every instruction to the index. The
Euclidean distance of the index vectors defines the neighborhood structures of LGP solutions on FLs. Although
the arbitrary initial indices of instructions might introduce biases on the neighborhood of LGP solutions, the
neighborhood will be optimized by the fitness landscape optimization component during evolution.

The source code of LCLGP can be accessed from 1) Java: https:/github.com/Zhixing1020/Linear-Genetic-Programming-LGP-
and-Applications/tree/main/src/zhixing/cpxInd/algorithm/LandscapeOptimization/FLReductionLGP. 2) Python: https://github.com/Zhix-
ing1020/LGP4PY_public/tree/main/tasks/symbreg/algorithm/LandscapeOptimization
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Fig. 2. Schematic diagram of FLC. Red nodes on the search space indicate the sampled solutions, and the blue nodes are the
newly to-be-sampled nodes. The purple star is the optimal solution.
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Fig. 3. Evolution framework of LCLGP. The new components are highlighted in orange.

We integrate the three steps of FLC into the evolutionary framework of LCLGP, as shown in Fig. 3. LCLGP first
randomly initializes the LGP population and a reduced instruction set J. After evaluating the fitness of individuals,
LCLGP performs FLC to update the instruction set 7. Then, LCLGP produces new LGP solutions through a set
of genetic operators, including linear crossover, macro and micro mutation, swapping consecutive instructions,
duplicating competitive individuals, and a newly proposed landscape-based genetic operator, origin-attracting
move (OAM). OAM produces offspring from the compressed FL, while the other operators produce from the raw
FL. LCLGP iteratively performs FLC and explores the raw FL by the basic operators to improve the global search
capability. After iterating a given number of generations, we output the best-of-the-run LGP solution.
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3.3 Individual Representation

To include more effective instructions in J, LGP explores higher-level instructions. Given the linear representation,
each LGP instruction consists of one to multiple functions, leading to high-level instructions. A high-level
instruction accepts the values from registers, executes all the functions in the instruction, and stores the final
calculation results to a destination register. For example, the first two instructions can be represented by the
third multi-function instruction.

Basic instructions: RO = x + y; RO = RO X x;

High-level instruction: RO = x x (x + y);

Instructions with multiple functions allow LGP solutions and the instruction set to cover a wider range of basic
symbols (e.g., instructions with a single function) with a limited size.

3.4 Adding Instructions

LGP periodically adds instructions from elite and competitive solutions into J. Specifically, we check the instruc-
tions used by the elite and competitive solutions in the population and add them into J if they are not in J. We
select the competitive solutions by a tournament selection to improve the diversity. The index of a newly added
instruction is set as the max o7 + 1 where o is the indices in J. We also summarize the instruction frequency
q(o) in the LGP population for each instruction o € J when adding instructions.

3.5 Fitness Landscape Optimization

We perform the optimization of the fitness landscape to prioritize the instructions in J based on [Huang et al.
2025]. The main idea of the fitness landscape optimization is to adjust the instruction indices in J to optimize the
fitness landscape objectives F(J). It has been shown that the fitness landscape optimization method improves
the smoothness of the FL (i.e., a high correlation between the fitness discrepancy and the search space distance).

The optimization over instruction indices results in different neighborhoods on the fitness landscape. The
neighborhood of each solution is defined by a neighborhood structure of Euclidean distance over index vectors,
ie,v(p) = {p" [ llps — pjll; < €}. pg and p7, here are the index vectors of p and p’, respectively, and € is a
predefined neighborhood threshold.

Fig. 4 shows an illustrative example of fitness landscape optimization reproduced from [Huang et al. 2025].
The fitness landscape optimization in Fig. 4 tries to aggregate the good solutions and separate them from poor
solutions to smoothen the landscape. Suppose there are twelve possible instructions, A to L, each with an index
specified by 7 = [0, 1,..., 11]% Each instruction makes up a program in the search space, e.g., G, = [A] = [0],
G, = [B] = [1]. The instruction indices determine the position and neighbors of each program. We can see
that the original J leads to a rugged landscape, where there are two local optimum (minimum), G, and G;. To
smoothen the landscape, fitness landscape optimization aggregates good programs (e.g., G; and G;,) and separate
good and poor programs (e.g., G; and Gy) in the landscape by changing the instruction indices, e.g., A with index
0 and L with index 1. We can see that the optimized landscape is smoother than before, and has less local optima.

There are two main steps for fitness landscape optimization:

(1) We collect solutions from the current population based on the optimization objective F(J).

(2) Iteratively update J to minimize F(J) by a stochastic gradient search method. The new instruction indices
are updated by Eq. (5).

3.5.1 Optimization Objectives. As we are optimizing a compressed FL that includes as many effective instructions
as possible, we minimize the distance between good solutions on the compressed FL (D(7), also named as inner
distance in [Huang et al. 2025]) and the L2-norm of instruction indices of good solutions (L,(7)). The L2-norm
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Fig. 4. An example of fitness landscape optimization over 1-instruction programs [Huang et al. 2025].

objective encourages the fitness landscape optimization method to prioritize effective instructions in an ascending
order. The optimization objective is formulated as Eq. (3).

F(J) = —L_D(7) +

D(jo) Lz(jo) Log2: )

where

|]B|ZZ Z Z("(al)ﬂ Obiy7)"

acB beB,a+b

L
Ly(7) = |1§| Y auslly = o XN D)

i€eB i€eB [=1
Here, we square the L-2 norm of instruction indices to facilitate the gradient calculation. o; 5 indicates the index
of instruction o;. B is the set of elite solutions. a; and a, are the coefficients of the two sub-objectives, and 7, is
the original instruction set for normalizing objective values.

Notably, we did not consider the semantic information of instructions in the FL compression. Semantic
information is an effective perspective to define the neighborhood of GP programs. However, the existing study
[Huang et al. 2025] has shown that optimizing fitness landscapes based on semantic information performs
similarly to based on fitness values. Given that manipulating semantics often introduces computation overhead,
we decided not to consider semantic information in the current design.

3.5.2  Stochastic Gradient Search. We apply a stochastic gradient descent method to optimize F(J) [Huang et al.
2025]. The gradient of F(J) is shown as Eq. (4).
oF__w p, @ o
7 D(Jy)dT  Ly(Jy) 8T

4)

where

oD _[ oD D ap |

o7 - 367’1’ ’ao-j,k’ ’ao-j,K

>
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2
oD _ 1 Y ¥ i (9 l).7 = Ow1).7)
907k B[ a€B beB,axb | 907 k
oL, [ oL, oL, oL, 1T
o7 |acg," ooy dogk
L 5.2
(9L2 _ i Z(Z ao'l,j)
adj’k |IB| i€B 1=1 aO'j’k
017 = 0y g when they are indicating the same instruction. The new indices J” are updated by Eq. (5) iteratively.
oF JoF
J" =9 —sign(=) —U(aK) - =], 5
17 = sign(2) - U(@K) - ©)

where U(aK) returns a uniform random value in [0, aK]. a is a predefined step size parameter ranging from (0, 1].
The floor operation maps the continous values to integers (i.e., indices). By iteratively updating the instruction
indices, we expect the indices of effective instructions aggregate to small index values.

3.6 Removing Instructions

After adding instructions and prioritizing them, we likely have alarge instruction set, ||7|| > K. To maintain a
short J, we remove instructions from J based on their indices. Since we aggregate effective instructions to small
index values in fitness landscape optimization, a large instruction index implies a large removing probability.
Specifically, we remove an instruction oy, if

07 k
01+09==>u~U(0,1),

where U(0, 1) is the uniform distribution over [0, 1]. The removing probability implies that every instruction in J
will be removed with at least a probability of 0.1, which help improve the diversity of 7. We remove instructions
from J until ||7]| < K. Because we retain the most prioritized instructions in J after each optimization, the FL
formed by the reduced 7 is equivalent to a compressed FL.

3.7 Origin-attracting Move

In the step of fitness landscape optimization, we prioritize effective instructions by small index values. To this
end, we prefer small index values for the newly sampled instructions. Therefore, we propose the origin-attracting
move to produce new LGP solutions. OAM treats an LGP solution as a point (i.e., an integer vector) on the
compressed FL. OAM moves the LGP solution to a new point by manipulating instruction indices. As every index
stands for an instruction, the new point on the FL stands for a new LGP solution.

Fig. 5 shows a simple example of OAM in the optimized FL in Fig. 4. Suppose we have a program G, = [6],
then OAM produces a new program from G, by moving it toward the origin. In other word, OAM reduces the
index of 6 into a smaller value, such as 2, and gets the new program G;. As the programs closer to the origin are
more likely to have better fitness in the optimized FL, OAM is effective in producing better programs.

Alg. 1 is the pseudo code of OAM. We first select the to-be-moved instructions {o} and transform them into
indices {o7}. When the to-be-moved instructions are not in 7, we add this instruction into J with the largest
index. For each instruction index in {07}, we move it toward the origin based on

05 < Loy —max(1,U(0, 07 V)],
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Fig. 5. An illustrative example of OAM.

where V decides the maximum moving distance (i.e., the percentage toward the origin). If 0'; i 1s out of the range

of instruction indices in J, we randomly select an instruction from J as Ué,k' We then convert the new index O';JC
into the instruction 0'12 and put it into its corresponding placein p’. Notably, to improve the diversity of sampled
instruction, we perform a tabu search based on instruction frequency q(a,é). If instruction GI; has been frequently
used in the population, we apply a micro mutation on O'I; before putting it into p’. After that, we increase or
reduce the program size of p’ based on an instruction adding rate p,;,, and make sure that at least one newly
update instruction is effective by manipulating their destination register.

4 Experiment Design
4.1 Test Problems

We verify the effectiveness of LCLGP by two applications, symbolic regression and decision rule design. First,
we verify the effectiveness of the proposed FLC method on common symbolic regression (SR) and dynamic
combinatorial optimization benchmark problems. Second, we extend LCLGP to work with a linear regression
model and comparewith a wide range of state-of-the-art methods on SRBench [De Franca et al. 2025].

We select seven SR problems in our first experiment. They are Nguyen4, Nguyen5, Keijzer11, R1, Airfoil,
BHouse, and Redwine. The first four problems are synthetic benchmarks whose settings follow those in [Huang
et al. 2025, 2022a]. The last three problems are real-world problems from UCI machine learning datasets with
unknown ground truths. Relative square error (RSE) is the fitness function in our SR experiments.

For the dynamic combinatorial optimization problem, we verify FLC on dynamic job shop scheduling (DJSS)
problems. DJSS is a typical dynamic combinatorial optimization problem and is the foundation of many other
problems, such as dynamic flexible job shop scheduling and workflow scheduling. Here, we select six DJSS
scenarios for verification, each with a different optimization objective. The objectives include maximum tardiness
(Tmax), mean tardiness (Tmean), weighted mean tardiness (WTmean), maximum flowtime (Fmax), mean flowtime
(Fmean), and weighted mean flowtime (WFmean). All six scenarios simulate DJSS problems with a utilization
level of 0.95. The settings of the DJSS simulation follow the ones in [Huang et al. 2025]. Each SR dataset and DJSS
scenario is simulated by 50 independent runs with different random seeds.
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Algorithm 1: Origin-attracting Move

Input: An LGP solution p, an instruction set J, the maximum number of varying instructions M, the maximum
moving distance V, and an instruction adding rate p,;,.

Output: A new LGP solution p’

m <« U(0, max(||p||, M)), p’ < p.

[

2 {o} « randomly select m instructions from p.

3 {o,} < convert {0} into corresponding indices based on J.
// For each chosen (to-be-mutated) instruction, do
for o, € {0,} do

// Moving the instruction index to the origin.

'S

3 055 < Loy —max(1,U(0, 05, V)]

6 if o is out of the range of indices then

7 L 0, < randomly select an instruction from J.
8 Get instruction o] based on index o7 ,.

// Slightly change the new instruction o/ if it has been frequently used in the population.
9 if U(0, 1) < min(0.95, 2q(c})/ population size) then
10 L o] « micro_mutation(s;)

’
// o, supersedes oy.

1 Set the corresponding instruction oy in p’ as o}.

// adding instructions.
12 if U(0,1) < p,qy and ||p’|| has not reached maximum program size then
13 L Randomly select an instruction from J and add into p’.
// removing instructions.
1 else if ||p’|| has not reached minimum program size then
15 L Randomly remove an instruction from p’.
16 Make sure at lease one newly updated instruction in p’ is effective.
17 Return p’;

SRBench is a commonly used benchmark for symbolic regression [De Franca et al. 2025]. There have been a large
number of advanced SR methods in SRBench, each with test R-square values, program sizes, and training times,
providing a comprehensive perspective for analyzing SR methods. Here, we focus on the black-box regression
problems in SRBench, covering 122 real-world datasets.

4.2 Compared Methods

We select a basic LGP method and the LGP with fitness landscape optimization method (FLO) [Huang et al. 2025]
as the compared methods in the first experiment. The basic LGP method serves as a baseline, and FLO is one of the
state-of-the-art methods for the both SR and DJSS problems. The settings of the both basic LGP and FLO methods
follow [Huang et al. 2025]. Specifically, the LGP population evolves with 256 individuals for 200 generations. LGP
individuals have up to 100 instructions for SR problems and up to 50 instructions for DJSS problems.

LCLGP has its own specific parameters, while the others follow the parameter settings of the two compared
methods. First, each LCLGP instruction has up to 3 functions to construct a high-level instruction. To ensure a
fair setting on the maximum program size, LCLGP individuals have up to 30 instructions for SR problems and up
to 20 instructions for DJSS problems. The maximum size of the instruction set is 500 (K = 500). Each OAM can
update up to 3 instructions (M = 3) with a maximum moving distance of 0.1 (V = 0.1). The instruction adding
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rate in OAM is set as 0.65, which is the same as the adding rate in macro mutation. To highlight the effectiveness
of FLC, the genetic operator rates in LCLGP is set as “swap : macro mutation : linear crossover : duplication
:0OAM =0.1 : 0.2 : 0.2 : 0.1 : 0.4”. The micro mutation is appended after the first three genetic operators.
Because of the shorter programs, the linear crossover in LCLGP swaps up to 15 instructions in SR problems and
up to 10 instructions in DJSS problems.

In the SRbench experiments, we perform some fine-tuning of the LCLGP parameters. Specifically, each LCLGP
individual for SRBench has up to 20 instructions and manipulates up to 10 registers. To make full use of the
program space, we define 8 out of the 10 registers as output registers. The 8 output registers are appended by a
linear regression method to sum up into an output scalar. Each OAM can update up to 2 instructions. The other
parameters are kept the same as the ones in the first experiment.

All the compared methods share the same primitive set for SR and DJSS problems, respectively. In the SR

problems, the compared methods use a function set of {+, —, x, AQ, sin, cos, /| - |, In(]|)}. AQ(a, b) is the analytical
quotient, returning —=. The terminal set consists of the problem input features. In the DJSS problems, the

Vitpe'

compared methods use a function set of {+, —, X, +, max, min} and a terminal set with thirteen input features (e.g.,
the processing time of an operation and its next operation) [Huang et al. 2022b]. In the SRBench experiment,
LCLGP additionally uses an ephemeral real constant, ranging from [—5, 5], in its terminal set.

5 Results
5.1 Experiment | — Basic SR and DJSS Problems

5.1.1 Test Performance. Table 1 shows the mean and standard deviation of test performance in SR and DJSS
problems over 50 independent runs. The best test performance among the compared methods is highlighted in
bold font. We perform a Friedman test with a significance level of 0.05 and a Wilcoxon rank-sum test with a
significance level of 0.05 and with Bonferroni correction to analyze the test performance. The +, —, and = indicate
the compared method is significantly better than, significantly worse than, and statistically similar with LCLGP
based on the Wilcoxon rank-sum test. The mean ranks by the Friedman test show that the proposed LCLGP has a
very competitive mean rank (1.54) with the state-of-the-art method FLO (1.85) and is significantly better than the
basic LGP in overall, with a p-value of 0.018. In addition, the Wilcxon test shows that LCLGP is significantly
better than the basic LGP and very competitive with FLO in most of the problems, achieving 9 out of the 13 the
best performance in the comparison. LCLGP also achieves the smallest standard deviation in the comparison on
8 out of the 13 problems over the 50 independent runs. Table 1 highlights the improvement from the basic LGP.
Specifically, “Normalized Gap” shows the mean performance gap between LCLGP and the basic LGP, normalized
by the standard deviation of the basic LGP. We can see that LCLGP has an improvement for more than 20% (see
the “Normalized Gap” column) of the standard deviation in most of the problems. The results imply that the
proposed FLC method effectively compresses FLs. Searching over the compressed FL is very similar to searching
over the optimized FL by the FLO method.

5.1.2  Training Convergence. To verify the training efficiency of LCLGP, we investigate the training convergence
of the compared methods in this section. Fig. 6 shows the training convergence of the compared methods on
six example problems. We can see that the proposed method (i.e., orange curves) reaches better fitness than
the baseline within the same number of generations, particularly on Nguyen4 and Airfoil. In addition, LCLGP
has a very similar training efficiency to FLO, indicating that the compressed FLs successfully extract and retain
effective solutions from the entire landscape. Although there is virtually no difference between LCLGP and FLO
in terms of training and test performance, the real strength of FLC comes with its training time, as shown in the
next subsection.
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Table 1. Mean (standard deviation) of test RSE for SR problems and optimization objectives for test DJSS problems. “Normal-
ized Gap” indicates the mean performance gap between LCLGP and the basic LGP, normalized by the standard deviation of

the basic LGP.

Problems | Basic LGP FLO LCLGP [ Normalized Gap
Symbolic Regression
Nguyen4 0.018 (0.051) = | 0.022(0.05) = | 0.002 (0.004) -31%
Nguyen5 0.044 (0.273) = | 0.005(0.008) = | 0.005 (0.007) -14%
Keijzer11 0.213 (0.097) = | 0.162(0.128) = | 0.184 (0.087) -30%
R1 0.003 (0.004) — | 0.003 (0.005) = | 0.003 (0.003) -22%
Airfoil 1.001 (0.764) =~ | 0.869 (0.401) = | 0.827 (0.284) -23%
Bhouse 0.371(0.092) — | 0.341(0.092) = | 0.321(0.05) -53%
Redwine 0.686 (0.033) = | 0.686 (0.042) = | 0.685 (0.028) -2%
Dynamic Job Shop Scheduling
DJSS-Tmax 3999.2 (90.9) — | 3967.5(883) =~ | 3939 (96.9) -66%
DJSS-Tmean 1118.2(10.7) =| 1115(7.7) = | 1114.2(9.8) -38%
DJSS-WTmean 1729.6 (27.7) =~ | 1725(25.1) = | 1733.6 (29.2) 14%
DJSS-Fmax 4585.4 (126.1) — | 4477.4(71.4) = | 4509 (87.3) -61%
DJSS-Fmean 1566.8 (10.8) = | 1567.4 (12.1) = | 1564.6.(9.5) -21%
DJSS-WFmean 2715.8 (16.4) = |2711.6 (26.4) = | 2725.5(29.9) 59%
mean rank 2.62 1.85 1.54
p-value (vs. LCLGP) 0.018 1
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Fig. 6. Training convergence (shadow for standard deviation) on the six example problems. The X-axis is the generation.

5.1.3 Running Time. The compressed FLs substantially reduce the LGP training time. Table 2 shows the average
training time and its standard deviation for the compared methods. The bold font highlights the best running

ACM Trans. Evol. Learn. Optim.



Fitness Landscape Compression for Genetic Programming

Table 2. Average training time (standard deviation) over the 50 runs in seconds

Problems Basic LGP FLO LCLGP
Symbolic Regression
Nguyen4 29.5 (1.2) 19564 (947.1) 22.8 (0.5)
Nguyen5 27.5 (1) 21044.3 (861.3) 20.7 (0.5)
Keijzer11 31.7 (1.2) 21322.5 (941.5) 29.3 (1.4)
R1 30.6 (1.2) 20266.8 (1082) 21.3 (0.4)
Airfoil 80.8 (3.5) | 307485 (1386.5) |  66.4 (1.9)
Bhouse 47.1(1.7) | 59189.1 (2565.8) |  33.7(0.7)
Redwine 89.4 (24) | 57498.8 (1871.7) 65 (1.6)
Dynamic Job Shop Scheduling
DJSS-Tmax | 11043.6 (168.5) | 70432.2 (1398.1) | 10515.7 (291)
DJSS-Tmean | 9612.3 (179.6) | 64585.4 (1289.7) | 7638.2 (122.6)
DJSS-WTmean | 9758.9 (193.6) | 67615.6 (1470.8) | 8810.7 (212.1)
DJSS-Fmax 11480.3 (170.4) | 64937.4 (1186) | 10572.1 (178.2)
DJSS-Fmean 9521.8 (233.5) | 67051.7 (1207.6) | 7684.5 (180.1)
DJSS-WFmean | 9601.4 (181) | 65988.5 (1317.3) | <9000 (228.6)

15

time. All experiments run on AMD EPYC 7702 computing nodes with a single thread, each thread having 16GB
of RAM. LCLGP substantially reduced the training time of both basic LGP and FLO in all cases.

Specifically, LCLGP searches and optimizes on a compressed FL, saving a large amount of computation overhead
to optimize and search the entire landscape. LCLGP reduces three orders of magnitude in SR problems and nearly
one order of magnitude in DJSS problems from the state-of-the-art method (FLO).

In addition, LCLGP reduces the training time of basic LGP. This is because LCLGP uses high-level instructions,
which integrates multiple functions into one instructions and reduces the overhead for manipulating registers
from basic LGP. Basic LGP has to read and store the intermediate results from and to registers for every function.
The test performance, training convergence, and running time verify the benefits of compressing FLs.

5.2 Experiment Il - SRBench Problems

In the SRBench experiment, we compare LCLGP working with a linear regression model with more than ten
popular or state-of-the-art regression methods. The test R-square, model size of output models, and training
time are shown in Fig. 7. The results of other compared methods are provided on the SRBench website?. The
compared methods is ranked by the median test R? over the 122 datasets in a descending order. To compare the
program size of LCLGP with other tree-based structures, the program size of LCLGP is estimated by the number
of function nodes multiplied by a factor of 2.0. However, this is a rough estimation of LCLGP program size, as not
all functions are binary functions (multiplied by a factor of 2.0).

We can see that LCLGP has a very competitive test R? with the state-of-the-art methods and ranks the second
place among all the compared methods. In addition, the model size of LCLGP is competitive in the top-seven
methods and is magnitudinally smaller than those of PSTree, SBP-GP, and XGB. LCLGP also has the shortest
training time among the top seven methods, magnitudinally reducing the training time of PSTree and Operon.
The results on SRBench highlight that FLC helps LGP achieve the state-of-the-art learning performance and
significantly improve the training efficiency.

*https://cavalab.org/stbench/results/

ACM Trans. Evol. Learn. Optim.



16 + Zhixing Huang, Bing Xue, Yi Mei, Fangfang Zhang, Wolfgang Banzhaf, and Mengjie Zhang

R? Test Model Size Training Time (s)

*PSTree ® ]

=g=
=
*Operon ==
*SBP-GP == ® )
*FEAT -
*EPLEX <
XGB L
LGBM == ® ®
*GP-GOMEA -
AdaBoost L
RandomForest 2
*ITEA <= €]
-
-
==
L

®e
[}

*AFP_FE
*AFP

FEX  e—
KernelRidge
*‘DSR
*MRGP ES L ] ®
*gplearn -
MLP == @ ®
Linear <=
*BSR === ® £
*AlFeynman L g

-0.25 000 025 050 075 1.00 102 10* 10° 1’ 10° 10°

Fig. 7. Test R, model size, and training time on SRBench 122 black-box regression problems.

6 Further Analysis

6.1 Example Compressed Landscape

To show the effectiveness of FLC intuitively, this section visualizes an example compressed landscape on a simple
problem in Fig. 8. Because the visualization requires enumerating all the possible solutions in the search space, the
simple problem has very limited primitives and programs with only 2 instructions. We select the Finger problem
in [Huang et al. 2025] as an example. The primitive design follows [Huang et al. 2025]. Specifically, Finger is an
SR problem with a ground truth formula of f(x,) = x; X Xy — %, and a primitive set of {+, —, X, Ry, x}.

LCLGP evolves a population of 50 individuals for 20 generations. LCLGP maintains an instruction set with a
size of 20 (K = 20) and updates solutions by an OAM that changes at most one instruction each time (M = 1).
Each LCLGP instruction has up to three functions.

Specifically, Fig. 8-A shows the initial and the optimized FLs by FLO [Huang et al. 2025]. In contrast, Fig. 8-C
shows the compressed FLs from the initial to the final generation. Each node is a candidate 2-instruction program,
whose color from red, to white, to blue indicates poor, mediate, and good fitnesses. Fig. 8-B shows the initial and
the compressed set of instructions.

We have the following observations on Fig. 8:

(1) For subfig. A., although the FLO optimizes the FL of Finger and aggregates good solutions to the bottom-left
region [Huang et al. 2025], the good solutions are sparse, and there is only one global optimum.

(2) Subfig. B. shows the instruction set before and after compression. The instruction set uses higher-level
instructions (i.e., with more functions) to construct compressed FLs, so that the solutions on the compressed
FLs have more diverse behaviors than raw FLs.

(3) Subfig. C. shows the compressed FLs over evolution. We can see that there are more and more good
solutions being included in the compressed FLs (i.e., more and more dark nodes).
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A. FLs of Finger: (a) initial FL, (b) optimized FL at the final generation by FLO.

Indices Instructions Indices Instructions

0 RO=x0--R0—R0-+x0 0 RO=x0Xx0—x0XRO

1 RO=(RO+x0)XROX RO 1 RO=x0Xx0—R0Xx0

2 RO=R0+x0—x0+R0 2 RO=ROXRO

3 RO=ROXx0 3 RO=x0Xx0—x0-+R0

4 RO=RO-RO 4 RO=x0Xx0—x0-+x0

5 RO= (RO+x0) X ROXx0 5 RO=x0+x0—x0X RO

6 RO=RO+RO 6 RO=x0+x0—x0-+R0

7 RO=R0-+RO-R0O-RO 7 RO=ROXRO+RO—RO

8 RO=(RO+RO)X(RO+x0) 8 RO=(x0Xx0)+(x0+R0)

9 RO=RO+x0 9 RO=(RO+R0)+(RO— x0)
10 RO=R0-R0O 10 RO= x0 X x0—(x0+R0)

11 RO=R0—x0 11 RO= (ROX R0)= (RO—x0)
12 RO= RO+R0-ROXx0 12 RO= x0—R0

13 RO=x0+R0O 13 RO= (x0+R0)+ (RO—x0)

14 RO=RO--x0 14 RO= x0— x0—x0+x0

15 RO= (RO—x0)—(x0+R0)
16 RO= x0+R0+R0X RO

(2)

15 R0O= x0+x0—x0-+x0
16 R0O= x0 X x0—(x0— x0)
17 RO= x0 X x0—x0 X x0
18 RO= x0 X RO—=(x0—R0)
19 RO= RO+RO. (b)

B. Instruction set of compressed FL: (a)
initial generation, (b) 20" generation
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C. Compressed FLs over evolution from initial to 20™ generation

Fig. 8. Visualization of example compressed FLs of Finger. A: The original and the optimized FLs of Finger by FLO [Huang
et al. 2025]. The color indicates the RSE values, red for poor fitness and blue for good fitness, as shown in the legend. The
purple stars are the optima. B: The instruction set (i.e., instructions and their indices) before and after compression. C. The
compressed FLs from the initial to the final generation. The node color has the same setting as the sub-figure A. “BF” indicates

“the best fitness”'so far over evolution.

(4) Before LCLGP actually finds the optimal solution (BF=0.00) at the 15t generation, the compressed FL
already includes the optimum in 2" to 10t generations. Although the optimum is far away from the

origin at the 2@ and 5"

generations, we can see that the good solutions are denser and denser around the

origin, and the optimum is moving toward the origin during evolution. It implies that the proposed FLC
helps LGP filter out effective solutions from the raw search space and prioritize them around the origin.
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This helps LGP find effective solutions in a shorter time if it moves toward the origin on the compressed
FL.

(5) In addition, because of the higher-level instructions, there are more global optima in the compressed FLs,
making the compressed FLs a kind of zooming in on a promising search region.

6.2 Effect of Compressing FLs

This subsection investigates the effect of compressing FLs and the parameter robustness by varying the key
parameters in LCLGP. If the proposed FLC method really compresses FLs, the following three hypotheses should
hold.

(1) Compressing FLs into too few or too many symbols does not improve the performance, either losing too
much information or including too many redundant symbols.

(2) Evolving higher and higher-level instructions is equivalent to compressing more and more symbols and
information into one high-level symbol. This increases the chance of redundant and overlapping symbols
in compressed FLs when we only have a limited number of sampled solutions from the entire search
space. Thus, evolving too high-level instructions does not help LCLGP performance.

(3) Ifthe compressed FLs really filter out useful instructions from the raw search space, increasing the number
of varying instructions should not degenerate LGP performance as much as basic LGP. Basic LGP is
recommended to mutate only one instruction each time to reduce destructive moves (i.e., offspring is
worse than parents).

To validate these three assumptions, we evaluate LCLGP on eleven SR problems, including the seven SR problems
in Section 4.1 and four addition real-world regression problems (Tower [Zhong et al. 2016], CNN, Air quality,
and Concrete). We apply a Friedman test with a significance level of 0.05 to analyze the test R? among different
parameter settings.

Fig. 9 shows the mean ranks by the Friedman test when varying the key parameters in LCLGP over eleven
SR problems. First, the overall performance of LCLGP shows a rough “V” over different instruction set sizes
(K), indicating that including too few and too many instructions in the instruction set both reduce the LCLGP
performance. This validates our first assumption. Particularly, K = 10 has a significantly worse performance
than K = 500 with a p-value of 0.045, while the other settings of K are statistically similar based on the Friedman
test. The result implies that reducing too much information from FLs is more harmful than including redundant
symbols.

Second, the mean rank over the maximum number of functions in each instruction becomes better from 1 to 3
instructions, then grows from 3 to 15 instructions. Specifically, to ensure a similar maximum program size for
fair comparison, we reduce the maximum number of instructions in LCLGP programs from 100, 30, 10, to 3 when
increasing the maximum number of functions from 1, 3, 7, to 15. The results show that evolving higher-level
instructions helps LCLGP to some extent, but too-high-level instructions lead to a large number of redundant
instructions in the compressed FL, resulting in poor performance. This validates the second hypothesis.

Third, increasing the maximum number of varying instructions M in LCLGP shows a similar trend with the
basic LGP of decreasing LGP performance [Brameier and Banzhaf 2007]. However, varying 3 and 5 instructions in
LCLGP are still competitive (and even better than in some cases) with varying only 1 instruction. This is different
from basic LGP, which gets worse results when increasing the number of varying instructions. This implies
that by maintaining effective instructions in the compressed FL, it is safe and efficient for LCLGP to increase its
variation step size, validating the third hypothesis. The mean ranks of the maximum number of functions in an
instruction and the maximum number of varying instructions do not show a significant difference with each
other based on the Friedman test, also implying the robustness of these two parameters. Overall, the validation
of the three assumptions implies that the proposed FLC method successfully compresses FLs of LGP.
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Fig. 9. Mean ranks for different parameter settings by the Friedman test. A. Instruction set size K; B. Maximum number of
functions in each instruction; C. Maximum number of varying instructions M.

6.3 Example Program

This section investigates the example output programs by LCLGP for solving Nguyen4. Fig. 10 shows the example
programs by FLO and LCLGP. We select the example program with the best test performance and with the
smallest program size over the 50 runs. Although the two programs can be eventually simplified as the ground
truth formula of Nguyen, f(x) = x® + x° + x* + x> + x? + x, the raw output program from FLO is much longer
and more redundant than the one from LCLGP. This implies that LCLGP has a more compact representation than
FLO by using high-level instructions.

7 Conclusions

This paper explicitly addressed fitness landscape compression by maintaining a dynamic list of effective symbols.
We maintain the dynamic symbol list by adding symbols from competitive solutions, prioritizing symbols by
fitness landscape optimization method, and removing less effective symbols. We implement this method based
on a linear genetic programming method, which has a straightforward relationship with the fitness landscape.
Based on the results of symbolic regression and dynamic job shop scheduling problems, we have the following
conclusions:
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Initializing all registers as 1.0 Initializing all registers as 1.0
Ins 0: (R1= (AQ R1 R7)) (continue) Ins 0: (R2=(* RS In0))
//Mns 1: (R4= (sin R1)) /Mns 39:  (R2= (+ R1 R0)) /Mns 1: (R1=(* (* In0 R2) (* R7 In0)))
//ns 2: (R6= (sqr R1)) Ins 40: (R1= (+ R6 R3)) Ins 2: (RO= (sqr R7))
//ns 3: (R2= (AQ R3 R4)) Ins 41: (R6= (sqr R3)) //ns 3: (R1=(* (* In0 R4) (* RO In0)))
//ns 4: (R2= (+ R1 R0)) //ns 42: (R2= (AQ R3 R4)) //ns 4: (R1=(* (* R3 R4) (* R5In0)))
Ins 5: (R2= (+ R1 R0)) /ins 43:  (R2=(+ R7 R0)) Ins 5: (R1=(* (* In0 R2) (* RO In0)))
//ns 6: (RO= (* R6 In0)) /Mins 44:  (R5= (AQ R6 R2)) //ns 6: (R0= (+ R3 R1))
//ns 7: (R5= (AQ R6 R2)) Ins 45: (RO= (* R6 In0)) /Mns 7: (R0= (+R6 R1))
Ins 8: (RO=(— R2R1) Ins 46: (R6=(AQ R4 R7)) Ins 8: (R5=(* R7In0))
Ins 9: (RO=(* In0 RO)) Ins 47: (R2= (+ R1 R0)) //ns 9: (RO= (+ R3 R1))
Ins 10: (R1= (+ R3 R0)) Ins 48: (R5= (AQ R6 R2)) /Mns10:  (RO=(* (+In0 RO) (* R3R1))
Ins 11: (R5= (AQ R3 R2)) Ins 49: (R0=(— R2R1)) Ins 11: (RO= (+R6 R1))
/Mns 12:  (R4=(— R3R1) Ins 50: (RO=(* In0 R0)) Ins 12: (R1=(* (* R3R4) (* R51In0)))
Ins 13: (R2=(— R7RY)) Ins 51: (R1= (+ RO R3)) Ins 13: (R3=(+R6 R1))
Ins 14: (R0=(— R1R7) Ins 52: (R7=(AQ R3 R2)) /Mns14:  (R1=(* (* In0 R6) (* RO R2)))
Ins 15: (R6= (— R2R3)) /Mns53:  (Rd=(— R3RI1) /Mns15:  (R6=(* In0 R1))
Ins 16: (R1=(— R5R6)) Ins 54: (R2=(— R7R7) Ins 16: (RO=(* (* In0 RO) (+ R3 In0)))
Ins 17: (R2=(— RO In0)) Ins 55: (R6=(— R2 R3))
Ins 18: (R6= (* R6 R6)) Ins 56 (R2= (— RO In0))
/Mns19:  (RO=(* In0 R7)) Ins 57: (R5= (— R5R6))
Ins 20: (R7=(* R1In0)) Ins 58: (R6= (* R6 R6))
Ins 21: (RO=(* In0 R7)) /Mns59:  (RO=(* R7In0))
Ins 22: (RO= (+ R6 R0)) Ins 60: (R7=(* In0 R1))
Ins 23: (R5= (— R5R2)) Ins 61: (RO=(* In0 R7))
Ins 24: (R5= (— R2RS5)) Ins 62: (RO= (+ RO R6))
Ins 25: (R6= (AQ RO In0)) Ins 63: (R5= (— R5R2))
Ins 26: (R7= (cos R5)) Ins 64: RS=(—R2R5) [ — — — — — — — — — = =
Ins 27: (RO= (— R1 In0)) /Mns 65:  (R6=(AQ RO In0)) 6 5 4 3 2
Ins28: (RI=(* In0 RO)) /ns66:  (R7(cos RS)) | SOo)=x"tx " fx +x +x"+x I
Ins 29: (R2=(* In0 R6)) /Mns 67:  (R1=(* In0 RO)) |
Ins 30: (R4= (— R5R2)) Ins 68: (R4= (— R5R2)) Y .. UB Y A
Ins 31: (R1= (+ R1 R4)) //Ins 69: (R1= (+ R1 R4))
Ins 32: (R2= (+ R1 R0)) //Ins 70: (R2= (+ RO R1))
/Mns33:  (R5=(AQR6 R2)) Ins 71: (R1=(* RO In0))
/ins 34:  (RO=(— R2R1)) Ins 72: (R1= (+ R1 R4))
Ins 35: (R2=(— R2R7)) Ins 73: (R2= (+ R1 R0))
Ins 36: (R4=(* R2R7)) Ins 74: (R2= (— R2 R4))
D& @CY=(= LY/ Ins 75: (RO=(* R2Tn0))

/Mns 38:  (R1= (+ R1 R4))

Fig. 10. Example programs for regressing Nguyen4 by FLO (left) and LCLGP (right), respectively. “//”: the ineffective
instructions (i.e., intron). R0O~7: the eight registers. [n0: the input x. “sqr”: /| - |

(1) The fitness landscape compression is beneficial for searching for effective symbolic solutions. The LGP
method with fitness landscape compression comprehensively achieves competitive performance with
state-of-the-art methods in terms of test performance, model size, and training convergence. In addition,
the results on the two types of problems imply that the proposed method is general enough for a wide
range of applications.

(2) The fitness landscape compression improves the search efficiency. The proposed LCLGP substantially
reduces the training time in both symbolic regression and dynamic job shop scheduling problems.

(3) The fitness landscape compression successfully extracts effective and high-level symbols from the raw
search space. Our further analyses show that the fitness landscape compression expands promising search
regions and reduces the probability of destructive moves.

In the future, we have the following research directions. First, because of the usage of high-level instructions,
programs evolved by LCLGP might not be concise enough. Searching for more concise programs is beneficial
for interoperability and computation efficiency. Second, because the compressed FL might be deceptive (i.e.,
excluding optimal solutions), especially at the beginning of the search, improving the diversity of instructions to
reduce the risk of deceptive FLs is an important direction.
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